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Abstract

This paper presents a new class of interactive image editing
operations designed to maintain consistency between mul-
tiple images of a physical 3D object. The distinguishing
feature of these operations is that edits to any one image
propagate automatically to all other images as if the (un-
known) 3D object had itself been modified. The approach is
useful first as a power-assist that enables a user to quickly
modify many images by editing just a few, and second as
a means for constructing and editing image-based scene
representations by manipulating a set of photographs. The
approach works by extending operations like image paint-
ing, scissoring, and morphing so that they alter an object’s
plenoptic functionin a physically-consistent way, thereby
affecting object appearance from all viewpoints simulta-
neously. A key element in realizing these operations is a
new volumetric decomposition technique for reconstruct-
ing an object’s plenoptic function from an incomplete set
of camera viewpoints.

1 Introduction

Image editing programs like Adobe Photoshop provide
ways of modifying an object’s appearance in a single image
by manipulating the pixels of that image. Ultimately, how-
ever, one might like to visualize how edits to an object in one
image would affect its appearance from other viewpoints
and lighting conditions. For instance, consider choosing
wallpaper for a room in your house by painting the wallpa-
per pattern into one of several digitized photographs of the
room. As you paint a wall in one image, the pattern appears
instantly at the appropriate place in the other photographs,
providing feedback on how the modified room would look
from several different viewpoints. Similarly, scissoring out
an object (e.g., a vase) from one or two frames of a video
walkthrough of a room could remove that object from the
entire video by automatically propagating the scissoring
operation to the other images.

We use the adjectiveplenoptic to describe image editing
operations of this type that globally affect an object’s ap-
pearance under changes in viewpoint and lighting. Plenop-
tic image operations can be best understood in terms of
the plenoptic function [1, 2], which provides a complete
description of an object’s appearance as a function of view-
point. Within this framework, our goal is to determine how
an image editing operation such as painting, scissoring,

or morphing should modify an object’s plenoptic function.
The advantage of changing the plenoptic function is that
the modifications can be propagated to all other viewpoints
in a physically-consistent manner. Given this model, re-
alizing a plenoptic image editing system requires solving
two problems: first, an object’s plenoptic function must be
recovered from a set of images, and second, we must deter-
mine how to recalculate the plenoptic function in response
to basic image editing operations like painting, scissoring,
and morphing.

In this paper we present an approach whose goal is to
make plenoptic image editing operations as easy and effi-
cient as editing a single photograph with Adobe Photoshop
or a similar picture editor. In our approach, modifying an
object’s plenoptic function is accomplished by interactively
selecting a view and performing 2D pixel manipulation op-
erations on that image. These modifications are then auto-
matically propagated across all the input images in such a
way that (1) guarantees consistency with a valid 3D shape
and (2) allows synthesis of arbitrary new views of the edited
object under user-specified lighting conditions.

This work is closely related to recent image-based ren-
dering systems [2–7] which seek to model an object’s ap-
pearance from arbitrary viewpoints by processing a set of
photographs. Indeed, this work has a new image-based
rendering approach as a chief component. However, the
ability to perform plenoptic editing operations adds new
constraints on how the plenoptic function is represented.
A direction in image-based rendering has been towarddis-
tributed plenoptic representations, in particular the Light
Field [5] and Lumigraph [6], in which light rays are rep-
resented separately. A primary advantage of these models
is that they use elegant ray-based formulations to avoid
difficult pixel correspondence problems that arise in other
approaches [2, 3, 7]. Performing image editing operations
within adistributed representation is difficult, however, for
two reasons. First, local image modifications can affect
object appearance from disparate views and may there-
fore require global changes to a distributed representation.
Second, the lack of correspondence information makes it
difficult to propagate editing operations between images.
Consequently, we propose an alternate, morecentralized
representation of the plenoptic function that is easily mod-
ified in response to image editing operations.

Despite being complex, the plenoptic function for a
static scene is highly structured. This structure has been
noted before, for instance by Katayama et al. [8] who used
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line-detection strategies to extract correspondences within
a stack of images. To exploit this structure, we advocate
a decomposition of the plenoptic function into a shape and
a radiance component. The resulting approach, which we
call plenoptic decomposition, strives to “absorb” the com-
plexity of the plenoptic function into a 3D shape (whose
projection we can always compute) in order to leave radi-
ance as a low-varying function that can be reconstructed
easily from a small set of image samples. This is achieved
by (1) picking a lighting model that roughly describes the
radiance of points in the scene (e.g., ambient, Lambertian,
Phong), (2) selecting a set of voxels in space whose radiance
functions are consistent with the input images and conform
to the model, and (3) reconstructing the radiance functions
of individual voxels from the samples provided in the input
images. Once this decomposition is achieved, plenoptic
image editing can be formulated as a set of operations that
act either on the shape or on the radiance component of the
plenoptic function.

Our decomposition technique has significant advantages
over previous correspondence-based approaches to image-
based rendering. Previous approaches have relied on stereo
vision techniques [2, 3, 7, 9, 10] or volume intersection [6,
11] to derive pixel correspondence information. Both types
of methods have serious weaknesses—existing stereo tech-
niques require that the input cameras be close together and
minimize visibility changes (e.g., occlusions, changes in
field of view). On the other hand, volume intersection and
other contour-based methods allow for visibility changes
but do not reconstruct concave regions and therefore pro-
vide only rough correspondence information. As a means
for enabling plenoptic image editing, this paper presents a
new scene space approach to the correspondence problem
that provides accurate, dense pixel correspondence infor-
mation and can cope with input cameras that are far apart
and distributed widely around the scene.

2 The User View: Plenoptic Editing
by Example

Plenoptic image editing is an approach for allowing a user
to virtually modify a real object’s appearance in an image-
based way by editing any of several photographs of the
object at different positions and orientations. Object mod-
ifications in a plenoptic image editing system occur at two
levels—a user level and a system level. From the point of
view of the user, all interaction occurs via manipulations
to individual images using conventional pixel-editing tools.
The user simply specifies how one or more images should
look by painting and moving pixels until the desired look
is achieved. In contrast, system level operations modify an
object’s plenoptic function, which affectsall images simul-
taneously. Pixel modifications by the user are interpreted as
new constraints on object appearance that induce changes
to the plenoptic function and therefore affect every image.
In this way, user edits of a single image can be propagated
to other images of an object. In this section, we describe

how a plenoptic image editing system operates from the
perspective of an end user.

To the user, a plenoptic image editing system appears
very similar to current image editing programs like Photo-
shop. Pixels of one or more images are edited by direct
manipulation using a standard suite of painting, scissoring
(cut and paste), and warping tools found in many image
editing programs. In fact, if only one image is on screen
there is no visible difference between a conventional image
editing program and the plenoptic version. The difference
becomes apparent, however, when two or more images are
viewed side by side. Any change to a region or object in
one image is instantly propagated to the corresponding part
in the other image(s). For instance, removing a freckle in
one of several photographs of a face causes the freckle to
disappear simultaneously from all other images.

Suppose, upon close inspection, it becomes evident that
part of the freckle is still visible in a few of the other images.
This may be due to an occlusion or a correspondence error
on the part of the propagation mechanism. The problem is
easily remedied—the user simply edits a second image by
painting over the part of the freckle that is still visible. The
rest of the images are then automatically updated to reflect
this refinement. In this way, the propagation mechanism
can be used as a kind ofpower-assist—the user can affect
many different images of an object by editing only one or
two.

The freckle example illustrates the basic model for
plenoptic image editing: a user specifies how regions in
one or more images should lookby example, and the sys-
tem determines how to consistently propagate the modifi-
cations to the other images. The internal workings of the
propagation mechanism are transparent to the user, but can
be controlled by re-editing an image area affected by the
propagation. This editing-by-example model provides a
very powerful way for the user to control object appear-
anceplenoptically, i.e., in all views at once, by editing a
small number of images in a direct, intuitive way.

In the remainder of this section, we discuss plenoptic
versions of some standard image-editing operations. The
list is not meant to be comprehensive, but provides exam-
ples of what different types of image editing operations
can do within a plenoptic framework. The implementa-
tion of these operations at the system level is discussed in
Section 6.
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Figure 1: Examples of plenoptic image editing operations applied to photographs of a dinosaur toy. (b)-(d) show image
painting, scissoring, and morphingoperations, respectively, applied to image (a). (f)-(h) show images that were automatically
generated by propagating these respective editing operations to image (e). Observe that the propagation properly accounts
for difference in visibility between the two views—part of the painted area is correctly occluded by the dinosaur’s right hand
in image (f), and cutting off the head in image (c) exposes surfaces in image (g) that were not visible in the original image
(e). These new surfaces aresynthesized from other viewpoints so that (g) represents a composite of a real photograph with
synthesized image regions.
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2.1 Plenoptic Painting

A basic type of image editing operation is to change pixel
colors by drawing over an image region with a digital paint-
brush. In the plenoptic framework, a paint operation is in-
terpreted as a modification to the material properties of the
surface points whose projection coincides with the painted
region. The change therefore affects every image of the
object, and properly accounts for differences in visibility
between views. The multi-image updates appear in real
time, allowing the user to fluidly paint in several images
simultaneously by moving a brush over one image. Figure
1 (b) and (f) shows images from a real-time plenoptic paint
operation in action.

On occasion, the paint propagation may update a re-
gion of an image that does not coincide with what the user
might expect, for instance in the freckle example. When
this occurs, the user chooses a second image and redraws
it according to the user’s view of how it should appear.
This is accomplished by undoing the update in the second
image and repainting pixels of the user’s choosing, thereby
providing an example of how a second image should look.
The system then combines the appearance of the region in
the two images and subsequently repropagates the update
to all the other images. This process can be repeated in a
third or fourth image if necessary, but one or two images
are usually sufficient to control how the region propagates
for arbitrary viewpoints.

2.2 Plenoptic Scissoring

An image scissoring operation eliminates or extracts a set
of regions from an image, often for inclusion in a different
image. Whereas an image-scissoring operation extracts a
region of an image, a plenoptic image scissoring operation
carves out part of the plenoptic function, causing a corre-
sponding region to be extracted in every image. Scissoring
out the image region therefore has the effect of cutting out
the portion of the visible object that projects to that image
region.

Plenoptic scissoring enables some interesting effects that
are not possible with regular scissoring. For instance, it is
possible to “see through” objects in an image by scissoring
them out and exposing what lies behind. This capability
is shown in Fig 1 (g) and is achieved by extrapolating
the appearance of hidden surfaces from other images in
which those surfaces are visible, using the derived plenoptic
model. The extrapolation occurs automatically whenever
the user performs a scissoring operation.

2.3 Plenoptic Morphing

Image warping ormorphing is a popular way of produc-
ing shape changes and animations from one or more im-
ages. Although multi-image morphs can be performed in
the plenoptic framework, we restrict our attention to the
case in which a single image is warped by displacing in-
dividual pixels using a 2D motion flow field. Instead of

warping pixels, a plenoptic morph warps the underlying
3D scene so as to be consistent with the image warp. The
shape change is thereby propagated to other images au-
tomatically. Fig 1 (d) and (h) show an application of a
plenoptic image warp.

The effects of the image warp on the underlying scene
structure can be thought of in terms of warpingrays rather
than pixels. Consider the ray that originates at a camera’s
center and passes through the image plane at a particular
pixel. Moving this pixel corresponds to moving all points
along the ray to coincide with the ray passing through the
destination pixel.

2.4 New View Generation

In addition to propagating changes between images, the
plenoptic framework can generate arbitrary new views of
an object by evaluating the recovered plenoptic function
at new user-specified viewpoints. The synthetic views au-
tomatically incorporate the modifications incurred by user
edits to the images, since these edits induce changes to the
plenoptic function.

The ability to generate new views is also useful for edit
operations, because it allows the user to interactively choose
a good image for editing. For instance, a flat surface can
be rotated to a front-on view to facilitate painting and avoid
foreshortening affects. Similarly, scissoring a region is
easier when the entire region is visible in a single image.

3 Behind the Scenes: Plenoptic De-
composition

In order to generate new views of an object and to per-
form plenoptic editing operations, we must first model the
plenoptic function in a way that makes it easy to (1) generate
new samples of the plenoptic function(i.e., images), and (2)
modify the function via changes in a single image. For this
purpose, we propose a novel volumetric approach called
plenoptic decomposition, which decomposes the plenoptic
function into shape and radiance components (Figure 2(a)).
An advantage of this representation is that local changes to
an image require only local changes to the representation
so that plenoptic editing operations can be propagated very
efficiently between images.

The plenoptic function of a 3D scene describes the flow
of light along every oriented ray in space, and encodes the
scene’s appearance from every direction [1, 5, 6]. While
the plenoptic function is determined uniquely by the 3D
surfaces in a scene and their reflectance properties, we
can generate the same plenoptic function by combining
many different shapes and radiance functions (Figure 2).
Holographic imaging [12] is one notable application where
this ambiguity is put into practical use: it relies on our
inability to distinguish views of flat holographic images
from views of objects that are truly 3D. This ambiguity
gives us considerable freedom in choosing a 3D shape that
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Figure 2: Plenoptic decomposition. (a) Every ray in space
can be thoughtof as emanating from a unique voxelV . The
shape component in the plenoptic decomposition is the set
of all such voxels. The radiance atV is a functionRV (�; �)
that describes how light emanating from the point flows in
a given direction. (b) Suppose that all rays emanating from
voxelsV1; V2 are red and green, respectively. Then, there
are two distinct ways of “explaining” the raysP1; : : : ; P4
in terms of shape and radiance: (1)P1; P3 and P2; P4
originate from the “red” and “green” voxelsV1 and V2,
respectively, or (2)P1; P2 andP3; P4 originate fromV4
andV3, respectively. In the latter interpretation,V3 andV4
have non-constant radiance, i.e., their color depends on the
viewing position.

is consistent with images of a 3D scene and is suitable for
plenoptic reconstruction and editing.

Suppose for example that we choose to describe the
shape giving rise to a collection of input images as a set of
voxelsV = fV1; : : : ; Vkg. Then, each voxelVi in this set
instantly provides us with correspondences across all input
images in which the voxel is visible. Furthermore, since
these correspondences represent samples ofVi’s radiance
function, all that is left to reconstruct the plenoptic function
is to reconstruct the radiance function of every voxel from
the available samples.

The choice of the shapeV has a dramatic impact on our
ability to reconstruct the voxels’ radiance function from a
collection of samples, and hence, to reconstruct and edit the
plenoptic function. For example, a scene containing only
ambient lighting will yield a constant radiance function for
every voxel lying on a scene surface. On the other hand,
a voxel that does not lie on the surface will generally not
give rise to constant radiance function, because that voxel
will project to pixels which correspond to different points
in the actual scene. As a result, it becomes much more
difficult to determine the color at the voxel’s projection for
views other than the input images, and plenoptic image
edits affecting that voxel will propagate to the “wrong”
pixel in the remaining input images.

This simple example illustrates an instance of a general
shape-radiance complexity tradeoff that is at the core of
our plenoptic decomposition approach. At one extreme of
this tradeoff lies the decomposition of a scene’s plenoptic
function into the “true” shape and the “true” radiance of
the scene’s points. This decomposition will consist of a
potentially very complex shape but a relatively simple radi-
ance function that captures the coherence of light emanat-

ing along every direction from a given surface point. This
decomposition is the ideal one for plenoptic reconstruc-
tion and editing because (1) the shape component provides
us with the visibility information and the point correspon-
dences necessary for propagating plenoptic edit operations
across all views, and (2) the coherence of the radiance func-
tion makes it easy to reconstruct from a small set of samples.
Unfortunately, in most plenoptic editing situations the true
shape of the scene will be unknown.

Representing the shape of a 3D scene as a flat holo-
gram or a “holographic cube” [5, 6] leads to the other
extreme of the shape-radiance complexity tradeoff: this
choice does not involve anya priori assumptions about a
scene’s 3D shape but leads to decompositions that generate
counter-intuitive correspondences across frames and pos-
sess incredibly complex radiance functions—in essense, it
is virtually impossible to predict how the color of a point
on a holographic plane will change from one view to the
next.

In order to arrive at a decomposition suitable for plenop-
tic reconstruction and editing, our plenoptic decomposition
approach efficiently explores the space of possible shape-
radiance decompositions in order to arrive at a decompo-
sition that is as close as possible to the ideal one. The
method starts at one end of the shape-radiance complex-
ity spectrum by choosing a trivial shape to decompose the
plenoptic function (e.g., a cube). It then incrementally
refines this shape in order to arrive at the ideal decompo-
sition, i.e., at a shape with a maximally-coherent radiance
function. This is achieved by (1) picking a lighting model
that roughly describes the radiance of points in the scene
(e.g., ambient, Lambertian, Phong), (2) carving-out a set
of voxels in space whose radiance functions are consistent
with the input images and conform to the model, and (3)
reconstructing the radiance functions of individual voxels
from the samples provided by the input images.

4 Voxel Carving

This section addresses the problem of reconstructing an ob-
ject’s plenoptic decomposition from a set of input images
representing views of the object from different camera po-
sitions. Once the decomposition is recovered, it can be
used to facilitate image editing operations and to efficiently
synthesize arbitrary new views of the edited object. As
outlined in the previous section, our strategy is to compute
an estimate of the object’s shape by incrementally carving
away from a slab of voxels, using the coherence of emitted
light as a criterion for eliminating voxels.

The approach works by computing a set of voxels with
associated radiance functions that together account for the
plenoptic samples in the input images. The main idea is to
define a local radiance model (e.g., ambient, Lambertian,
Phong) and to carve away voxels that do not conform to
this model, based on the pixel correlation of their image
projections. This approach depends on the ability to deter-
mine, for each voxel, the set of pixels in the input images to
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Figure 3: Compatible Camera Geometries. Both of the
following camera geometries satisfy the ordinal visibility
constraint: (a) a downward facing camera moved 360 de-
grees around an object, and (b) a rig of outward facing
cameras distributed around a view sphere.

which it corresponds. Assuming that the camera positions
of the input images are known, this problem boils down to
determining the set of images in which a voxel isvisible.

Resolving visibility relationships in general is very dif-
ficult because a point’s visibility depends on the global
structure of an unknown scene. Rather than attempt to
solve the general case, we instead focus on a special cam-
era geometry for which visibility relationships are greatly
simplified but which still allows significant freedom in the
image acquisition process.

4.1 Camera Geometry

We require that the viewpoints (camera positions) be dis-
tributed in such a way that ordinal visibility relations be-
tween scene points are preserved. In particular if scene
point P occludesQ in one image,Q cannot occludeP
in any other image. For instance, suppose the viewpoints
are distributed on a single plane, as shown in Figure 3
(a). For every such viewpoint, the relative visibility of any
two points depends entirely on which point is closer to the
plane. Because this visibility order is the same for every
viewpoint, we say that this range of viewpoints preserves
ordinal visibility.

Planarity, however, is not required; the ordinal visibility
constraint is satisfied for a relatively wide range of view-
points, allowing significant flexibility in the image acqui-
sition process. Observe that the constraint is violated only
when there exist two scene pointsP andQ such thatP
occludesQ in one view whileQ occludesP in another.
This condition implies thatP andQ lie on the line segment
connecting the two camera centers. Therefore, a sufficient
condition for the ordinal visibility constraint to be satisfied
is thatno scene point be contained within the convex hull
C of the camera centers. For convenience,C will be re-
ferred to as thecamera volume. Figure 3 shows two useful
camera geometries that are possible with this constraint.

L0

L5
Q

P

L0

L5P

Q

(a) (b)

Figure 4: Layered Scene Traversal. Scene points can be
partitioned into a series of layers of increasing distance
from the camera volume. (a) Layers for cameras along a
line. (b) Layers for cameras in a plane.

4.2 Layered Scene Traversal

The ordinal visibility constraint limits the possible input
camera configurations, but the benefit is that visibility re-
lationships are greatly simplified. In particular, it becomes
possible to partition the scene into a series of voxel layers
that obey a simple visibility relationship: for every input
image, voxels in higher layers can only be occluded by
voxels in lower layers. Consequently visibility relation-
ships are resolved by traversing voxels one layer at a time.

We say that a series of voxel sets L0; : : : ;Ln constitute
layers if for every pair of pointsP 2 Li and Q 2 Lj where
j > i, Q is more distant than P from the camera volume.

For the sake of illustration, consider a set of cameras
positioned along a line facing a two-dimensional scene, as
shown in Figure 4 (a). One way of assigning layers is to
group sets of points that are equi-distant to this line (i.e., P
is in layer i ifP is i units away from the camera line). This
gives rise to a series of parallel linear layers at increasing
distance from the cameras. Notice that for any two pointsP
andQ,P can occludeQ from one of the camera viewpoints
only if Q is in a higher layer than P . The simplification of
visibility relationships for this special case has previously
been noted by Katayama et al. [8] who used it to find
correspondences for cameras arranged on a line.

The linear case is easily generalized for any set of cam-
eras satisfying the ordinal visibility constraint, i.e., when
the scene lies entirely outside of the camera volume. Fig-
ure 4 (b) shows a strategy for the case of outward-facing
cameras. This type of camera geometry is useful for ac-
quiring panoramic scene visualizations, as in [2, 13]. One
consistent set of layers corresponds to a series of rectangles
radiating outward from the camera volume. Layer 0 is the
axis-aligned bounding box of the camera centers and the
rest of the layers are determined by uniformly expanding
the box one unit at a time.

Decomposing a three-dimensional scene into layers can
be done in the same manner. In the three-dimensional
case the layers become surfaces, rather than curves, that
expand outward from the camera volume. An especially
useful layering strategy is the 3D analogue of Figure 4 (b),
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in which each layer is a cube aligned with the coordinate
axes. The advantage of this choice of layers is that layers
can be computed and traversed very efficiently.

4.3 Voxel Carving Algorithm

The layered technique provides a way of traversing scene
voxels in a way that accounts for visibility relationships. In
particular, traversing voxels one layer at a time ensures that
by the time a voxel is evaluated, all voxels that could pos-
sibly occlude it have already been processed. This enables
a simple pixel-marking technique for maintaining visibility
constraints.

The voxel carving algorithm operates as follows: the
scene is initialized to a solid block of voxels. This block
should be large enough to fully enclose the area spanned by
the object or scene to be reconstructed. The voxels are then
processed, one layer at a time, by determining how well
their image projections conform to a fixed model of scene
radiance. Voxels whose correlation falls below a threshold
are carved away (eliminated) from the volume. The voxels
that remain at the end represent the shape component of the
plenoptic decomposition. The steps are as follows:

1. Partition the scene into voxel layers L0; : : : ;Ln.

2. Starting with layer L0, perform the following two op-
erations for each voxel V :

(a) Project V to the input images. Let � be the
collection of unmarked image pixels to which V
projects.

(b) Evaluate the coherence of pixels in � using
Eq. (2) (see Section 5). If the coherence met-
ric is less than some threshold c, mark all the
pixels in � and output V .

3. Repeat the steps (a) and (b) for voxels in each subse-
quent layer.

This algorithm visits each voxel exactly once and
projects it into every image. Therefore, the time com-
plexity is: O(voxels � images). To determine the space
complexity, observe that evaluating one voxel does not re-
quire access to or comparison with other voxels. Conse-
quently, voxels need not be stored during the algorithm; the
voxels that are not carved away are simply output one at a
time. Only the images (and one-bit mark buffers) need to
be stored. The linear complexity of the algorithm is impor-
tant, in that it enables large sets of images to be processed
at once.

The accuracy of the algorithm depends on several fac-
tors. One is camera calibration. Unlike stereo algorithms,
the space carving approach does not perform window-based
image matching in the reconstruction process. Conse-
quently, the method requires that the cameras be precisely
calibrated. A second factor is quantization; ideally, the
scene quantization (i.e., voxel size) should be sufficiently
fine so that projected voxels regions overlap no more than

one or two pixels. Like other correspondence approaches,
space carving is also susceptible to correspondence errors
in image regions of near-uniform color. Uniform regions
tend to be consistent with multiple voxel sets, giving rise to
shape ambiguity. The traversal order of the carving proce-
dure has a built-in bias in favor of voxels that are closer to
the camera volume. Uniform regions will therefore cause
cusps in the reconstructed shape that jut out toward the
camera volume. A final factor influencing reconstruction
accuracy is the fidelity of the voxel radiance function to the
reflectance model of the real scene. Issues pertaining to
radiance function selection are discussed in Section 5.

4.4 Pixel-Set Constraints

An integral part of the plenoptic image editing framework
is its ability to incorporate user provided correspondence
constraints as a means for controlling how changes are
propagated between images. As described in Section 2, a
user can alter the way image edits are propagated by simply
redrawing a propagated image to his or her specification.
In this section we describe how this feature is implemented
using a constraint framework.

Image constraints provided through user-interaction
have proven very powerful in solving difficult correspon-
dence tasks. Debevec et al. [7] combined user-assisted
placement of 3D shape primitives with camera calibration
and stereo techniques to enable reconstructions of architec-
tural scenes. Similarly, image morphing methods [14, 15]
exploit user-provided feature correspondence information
to derive dense pixel correspondence maps.

Constraints are used in plenoptic image editing to con-
trol the propagation of image edits. They are specified as
follows: any user editing operation changes a set of pixels
in one image. These changes are automatically propagated
to corresponding pixel sets in the other images. The user
can then edit any one of these other images by “undoing”
the propagation and redrawing the image as it should ap-
pear. For instance, suppose the user performs a painting
operation in one image and the wrong set of pixels is up-
dated in a second image. The user can fix this by undoing
the update to the second image and drawing in the correct
set of pixels. By doing so, the user is defining a correspon-
dence between a set of pixels �1 in one image and a pixel
set �2 in a second. The user can redraw additional images
to further refine the correspondence.

These pixel set correspondences constrain the voxel
carving process as follows: given pixel set correspondences
�1; : : : ; �k, any voxel projecting (unoccluded) to a pixel in
one set must either be occluded or project to a pixel in every
other set. Running the voxel carving procedure with this
constraint eliminates the possibility of a voxel projecting to
a pixel set in one image but not in another.

Pixel sets provide a flexible way of specifying correspon-
dence constraints. If desired, a user can be very precise by
specifying correspondences for a single pixel. Alterna-
tively, the user can specify the correspondence of large
regions. A region correspondence constrains points in one
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region to match points in another but does not constrain
point correspondences within the regions. An advantage of
region constraints is that they require far less precision on
the part of the user.

Pixel-set constraints can also come from sources other
than user-interaction. One useful source of constraints
is background segmentation. If images are acquired in
a controlled environment, it is often possible to distinguish
pixels on the object from background pixels using blue-
screen matting techniques. The correspondence of non-
background pixels can be enforced by allocating a pixel set
containing the non-background pixels in each image.

5 Radiance Modeling

Plenoptic editing works by unveiling the coherence in the
plenoptic function of a 3D scene so that image edits can
be propagated automatically across all views. An essential
step in the process is establishing a model for the light that
radiates from individualpoints in all directions. This model
gives a principled way to answer three key questions:

� Consistency enforcement in space carving: given a
voxel V and a collection of images it projects to, is
V ’s radiance function consistent with that of points in
the scene?

� Radiance reconstruction for generating new views:
given a voxelV in the scene’s plenoptic decomposition
and a new camera position, what is the color of V ’s
projection at the new viewpoint?

� Edit propagation for plenoptic painting: how does
a painting operation in one or more images affect the
color of re-painted voxels in all remaining views?

In practice, a highly-accurate model for the light radiat-
ing from a physical 3D scene is rarely available, and image
quantization, sampling, and noise will inevitably lead to
images that do not conform exactly to a single radiance
model. To model these effects, we define the radiance R of
individual voxels to be the sum of two components,

R = Rideal +Rres; (1)

whereRideal is a parameterized model for the voxel’s ideal
radiance that can be evaluated for every direction when
its parameters are known, and Rres captures spatially-
localized deviations from this model that occur in one or
more of the input images. Both radiance components are
defined to be functions over the sphere of relative orien-
tations (Figure 2(a)) between the voxel and the camera’s
optical center—this ensures that the plenoptic function is
represented in terms of observable quantities (camera posi-
tion) rather than the underlying physical parameters giving
rise to it (e.g., surface normals, BRDF, positions of light
sources).

Once the model for a voxel’s radiance is recovered, voxel
consistency is established by an equation of the form

k~I � ~Imk < c (2)

Im
age plane

Incident

Reflected

Im
age plane

Incident

Reflected

(a) (b)

Figure 5: Image acquisition configurations. (a) images
are acquired by moving the camera; the relation between
voxels and light sources remains fixed in all images and no
shading effects occur. (b) images are acquired by rotating
the object; the rotation changes the relation orientation of
the voxel relative to the camera and the light sources, and
hence changes surface shading.

where ~I is vector that holds intensities at the voxel’s pro-
jection in multiple images, ~Im holds those predicted by the
radiance model, and c is a threshold term.

5.1 Lambertian Radiance

In order to account for shading effects due to changes in
the relative position of an object and a light source (Figure
5), we use a Lambertian model for modeling a voxel’s ideal
radiance:

I(M ) = Iamb +
X

i

�i ~niM~li (3)

The model treats each voxel as an independent Lamber-
tian surface with normal ~n that is illuminated by multiple
light sources at infinity. The advantages of this model are
that (1) radiance can be recovered and expressed directly
as a function of the rotation matrix M that describes the
camera’s relative orientation, (2) it can be reconstructed
independently for each voxel, (3) it can better account for
illumination variations at different parts of an object, and
(4) can be adapted to enforce local illumination coherence
constraints. In practice, neither the position of the light
sources nor the surface normal of each voxel are known.
We overcome this problem with the help of a linear method
that expresses radiance as a function of the rotation matrix
describing the object’s (known) rotation:

I(M ) = Iamb +
X

i=1;2;3

X

j=1;2;3

mijIij; (4)

where (mij) are the elements of the rotation matrix and
Iij are constants that are different for each voxel and are
computed by the method. Intuitively, Eq. (4) the expresses
the radiance of a voxel directly in terms of image measure-
ments, without attempting to uncouple the effects of the
normal and light source vectors. Recovering a model for
the radiance of a voxel then involves solving a linear system
of equations for the coefficients mij .
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5.2 Modeling Residuals
In plenoptic decomposition, radiance residuals are used to
ensure that local radiance variations are approximated ac-
curately for views close to the input images [7]. Residual
modeling is an instance of scattered data approximation
on the sphere [16]—a rich literature on the topic exists,
partly motivated by the problem of BRDF estimation [17].
Rather than treating the problem in its full generality, we
consider a simpler approach that can be used to model
residuals for views taken along a single-axis rotation of the
object. This allows us to further reduce the dimensionality
of the approximation problem and simplify computations.
The process consists of (1) constructing a one-dimensional
multiresolution representation for the residuals Rres(�) by
means of a Haar wavelet basis, and (2) propagating this
function to all points on the orientation sphere according to
Rres(�; �) = Rres(�)�cos(�). This heuristic propagation
step attempts to preserve the structure of the residual func-
tion throughout the sphere, while reducing the contribution
of radiance residuals for viewpoints away from the original
images.

6 Implementation

This section briefly describes the implementation of the
plenoptic image editing operations shown in Figure 1. Each
operation changes either the shape or radiance component
of the plenoptic decomposition, but not both. This property
simplifies the implementation and enables operations to be
performed more efficiently. The last part of this section
describes our experimental setup and the acquisition of
images.

6.1 Painting

Painting is the simplest of the plenoptic image editing func-
tions because it changes only the radiance function of scene
voxels without any modification to shape. Propagating a
painted pixel requires first determining the voxel(s) of the
plenoptic decomposition that corresponds to that pixel and
modifying their radiance function. In our current imple-
mentation, the voxels are simply assigned an isotropic ra-
diance corresponding to the painted pixel color. The change
is then propagated by projecting the voxel into each image
in which it is visible and recoloring corresponding pixels
in those images.

Plenoptic painting can be performed in real-time by pre-
computing the mapping between pixels in each image and
voxels in the plenoptic decomposition. Our implementa-
tion allows a user to paint in several images simultaneously
by propagating changes via precomputed correspondence
maps.

6.2 Scissoring

Image scissoring cuts out a set of pixels from an image.
Similarly, plenoptic scissoring removes a set of voxels from

the plenoptic decomposition. One option is to remove
the set of voxels that project unoccluded to the affected
pixels. This may expose new voxels in the scissored image,
behind those that were removed. Alternatively, scissoring
can remove all voxels that project to the affected pixels,
whether or not they are visible. The latter method was used
to generate the images in Figure 1 (c) and (g).

Performing the propagation requires masking out pixels
in each image that correspond to the projection of voxels
removed by the scissoring operation. These pixels are then
filled in by rendering the scissored plenoptic model and
copying these pixels from the rendered image.

6.3 Morphing

As described in Section 2, an image morph induces a warp-
ing of scene rays. Consider the set of rays passing from a
camera center through the image plane. An image morph
deforms the image plane, causing these rays to move with
it. In turn, the motion of a ray moves all scene voxels that
lie on the ray. While the motion of rays is determined,
the motion of voxels along rays is not. Our implemen-
tation of plenoptic image morphing fixed this variable by
constraining voxels to move parallel to the image plane.

We use an implementation of the Beier and Neely
method [14] to generate image warps. The voxel warp
is computed by inverse-mapping each voxel in the warped
scene to determine the corresponding voxel (if any) in the
unwarped scene. Once the voxel warp is computed, it is
propagated to other images by rerendering the images using
the warped set of voxels.

6.4 Image Acquisition

Our image acquisition method was to rotate an object on
a software-controlled pan-tilt head in front of a stationary
camera. This approach minimizes the calibration overhead
since numerous images can be acquired with a single cal-
ibration of the camera. The plenoptic decompositions for
both the dinosaur and flower examples were constructed
from 21 images of each object, spanning almost a complete
360 degree rotation. The camera was oriented downwards,
as in Figure 3 (a), to be compatible with the ordinal visibil-
ity constraint.

7 Rendering

Once the plenoptic decomposition has been computed for
an object, that object can be rendered from different camera
positions by (1) evaluating the radiance function for each
voxel V corresponding to the desired viewpoint and (2)
projecting that voxel into the image. Alternatively, the light
source positioncan be artificially changed by projecting the
voxel into a viewpoint that is different than the one at which
the light source is evaluated.

Figure 6 shows different ways of rendering the plenoptic
decomposition recovered from 21 images of a 360 degree
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rotation of a dinosaur toy (a) by changing the radiance
model. (b) shows a synthetic rendering of the decompo-
sition using a Lambertian model from a new synthesized
viewpoint that is far away from the original images. (c) and
(d) show the model rendered with 5 and 50 wavelet coef-
ficients, respectively. Notice that most of the image struc-
ture is captured by the Lambertian component, although
the wavelet coefficients add a bit more detail. These dis-
tinctions are more easily seen in the blowup (e).

Figure 7 shows the extrapolation capabilities of the sys-
tem using the recovered plenoptic decomposition from 21
views of a real flower. Images (b), and (c) show the object
from the viewpoint corresponding to input image (a), using
flat and Lambertian shading, respectively. Image (d) shows
the ability of the algorithm to artificially change light source
position. (d) corresponds to the flower at the viewpoint cor-
responding to (a) but rendered with a different light source
direction. (e) Demonstrates the ability to synthesize a novel
view. (f) shows a novel view with a different light source,
combining the ability to synthesize both changes in camera
position and light source.

8 Conclusions

This paper described a new class of image editing opera-
tions that allow edits in one image to be automatically prop-
agated to all possible views of an object, in a physically-
consistent way. Realizing this goal required three primary
contributions, corresponding to methods for recovering,
editing, and rendering an object’s plenoptic model. These
contributions are as follows:

� Plenoptic Decomposition: a new framework for de-
composing an object’s plenoptic function into separate
shape and radiance components that allow plenoptic
image edits to occur in a direct and efficient manner.

� Space Carving: a scene-traversal method for recon-
structing scene voxels from a set of images. The
method can cope with cameras that are far apart and
accommodates large-scale changes in visibility.

� Radiance Modeling: methods for recovering and ren-
dering a voxel’s radiance characteristics as a sum of
ambient, diffuse, and residual terms.

A current objective is to develop a real-time rendering
engine based on the plenoptic decomposition. Interactive
rendering will enable instant propagation for scissoring and
other plenoptic operations and will provide a means for
visualizing an edited image-based model. In addition, it
will allow a user to interactively select an ideal image to
edit from the space of all possible views, rather than the
space of input views.

We are also exploring other types of editing operations
and how they can be incorporated into the plenoptic frame-
work. An operation of particular interest is the ability to
add new structural features to the scene by simply drawing

them in two or more views. This capability could inte-
grate constraints on object placement to ensure physical
consistency between images. A second operation of in-
terest would be to composite multiple image-based objects
together by merging their plenoptic decompositions.

References

[1] E. H. Adelson and J. R. Bergen, “The plenoptic func-
tion and the elements of early vision,” in Computa-
tion Models of Visual Processing (M. Landy and J. A.
Movshon, eds.), MIT Press, 1991.

[2] L. McMillan and G. Bishop, “Plenoptic modeling:
An image-based rendering system,” in Proc. SIG-
GRAPH’95, pp. 39–46, 1995.

[3] S. Laveau and O. Faugeras, “3-D scene representa-
tion as a collection of images,” in Proc. Int. Conf. on
Pattern Recognition, pp. 689–691, 1994.

[4] S. E. Chen, “QuicktimeVR – an image-based ap-
proach to virtual environment navigation,” in Proc.
SIGGRAPH’95, pp. 29–38, 1995.

[5] M. Levoy and P. Hanrahan, “Light field rendering,” in
Proc. SIGGRAPH ’96, pp. 31–42, 1996.

[6] S. J. Gortler, R. Grzeszczuk, R. Szeliski, and M. F.
Cohen, “The lumigraph,” in Proc. SIGGRAPH’96,
pp. 43–54, 1996.

[7] P. E. Debevec, C. J. Taylor, and J. Malik, “Modeling
and rendering architecture from photographs: A hy-
brid geometry- and image-based approach,” in Proc.
SIGGRAPH’96, pp. 11–20, 1996.

[8] A. Katayama, K. Tanaka, T. Oshino, and H. Tamura,
“A viewpoint dependent stereoscopic display using in-
terpolation of multi-viewpoint images,” in Proc. SPIE
Vol. 2409A, pp. 21–30, 1995.

[9] S. M. Seitz and C. R. Dyer, “Physically-valid
view synthesis by image interpolation,” in Proc.
IEEE Workshop on Representations of Visual Scenes,
pp. 18–25, 1995.

[10] T. Kanade, P. J. Narayanan, and P. W. Rander, “Vi-
sualized reality: Concepts and early results,” in
Proc. Workshop on Representations of Visual Scenes,
pp. 69–76, 1995.

[11] S. Moezzi, A. Katkere, D. Y. Kuramura, and R. Jain,
“Reality modeling and visualization from multiple
video sequences,” IEEE Computer Graphics and Ap-
plications, vol. 16, no. 6, pp. 58–63, 1996.

[12] S. Benton, “Survey of holographic stereograms,” in
Processing and Display of Three-Dimensional Data,
Proc. SPIE, 1983.

10



[13] S. B. Kang and R. Szeliski, “3-D scene data recov-
ery using omnidirectional multibaseline stereo,” in
Proc. Computer Vision and Pattern Recognition Conf.,
pp. 364–370, 1996.

[14] T. Beier and S. Neely, “Feature-based image meta-
morphosis,” in Proc. SIGGRAPH 92, pp. 35–42, 1992.

[15] S. M. Seitz and C. R. Dyer, “View morphing,” in Proc.
SIGGRAPH 96, pp. 21–30, 1996.

[16] G. Nielson, “Scattered data modeling,” IEEE Com-
puter Graphics and Applications, pp. 60–70, 1993.

[17] P. Schroder and W. Sweldens, “Spherical wavelets:
Efficiently representing functions on the sphere,” in
Proc. SIGGRAPH’95, pp. 161–172, 1995.

11



(a) (b) (c)

(d) (e)

Figure 6: Reconstructing the plenoptic function of a toy dinosaur. (a) shows one of the 21 original images. (b)-(d) show
a view of the dinosaur from above that was not part of the original sequence: the image in (b) was generated using the
Lambertian model; (c) and (d) include a residual model for the radiance that uses a maximum of 5 and 50 wavelet coefficients,
respectively, for each voxel. (e) shows detail of the dinosaur’s leg in images (a)-(d), left-to-right, top-to-bottom.
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(a) (b)

(c) (d)

(e) (f)

Figure 7: Reconstructing the plenoptic function of a rose. (a) shows one of the 21 original images. (b) and (c) are synthetic
images corresponding to (a)’s viewpoint, reconstructed using a flat and a Lambertian radiance model, respectively. (d)-(f)
illustrate the extrapolation capabilities of our system—the views were synthetically generated and did not have counterparts
in the input sequence: in (d) the rose is viewed from the positionof (a)-(c) but its illuminationhas been modified interactively;
(e) shows a view of the rose from below, and (f) shows the same view but under illumination conditions identical to (d).
These lighting effects were produced by evaluating the voxels’ radiance function for viewing parameters other than those
used to project the voxels.
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